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Abstract—
Maximizing network throughput and utility are two contrast-

ing goals difficult to achieve simultaneously. This problem is
particularly challenging in the context of wireless networks,
where the communication channel is shared by multiple nodes,
and an efficient mechanism must be used in order to ensure
fair channel access and good performance. In this project, we
evaluate the performance of a novel CSMA-based algorithm for
throughput and utility maximization, leveraging backpressure
computations to coordinate the access of multiple nodes to
the medium. We base our evaluation approach on simulations
considering a number of interesting topologies, and identifying
factors that negatively affect the performance of the algorithm.
We also study the more extreme case of large networks with
dynamic traffic patterns, evaluating the performance of the
algorithm in conditions of higher stress. The obtained results
show that the algorithm is vulnerable to adverse topological
features such as information asymmetry, for which specific nodes
receive much of the throughput share while others starve. In
other interesting cases, instead, we find that the algorithm tends
to achieve a higher network utility than IEEE 802.11, at the cost
of reducing the total network throughput.

I. INTRODUCTION

IN wireless networks, where nodes communicate through a
shared medium, it is of crucial importance to provide for

an efficient use and sharing of the network resources. It has
been shown that the use of greedy random access protocols
like IEEE 802.11 does not guarantee optimal throughput
[1]. Moreover, the use of such protocols can lead to unfair
throughput distributions, or even to extreme situations where
some of the nodes take most of the available bandwidth while
others starve [2].

On the other hand, the use of centralized algorithms presents
several disadvantages, such as the presence of a single point
of failure, increased control message overhead, need for high
computing performance at specific network nodes and lack of
scalability.

This explains the recent increasing interests from the re-
search community to design distributed random access proto-
cols providing high guarantees in terms of throughput and fair
network access among network nodes [3], [5], [6], [8], [7].

In [3], L. Jiang, and J. Walrand present a distributed CSMA
protocol that uses backpressure computations to coordinate
channel access by multiple network nodes. They derive such
algorithm using standard optimization techniques, and provide
analytical proofs showing that it maximizes network through-
put and utility. Their work is not only important for the design

of a new algorithm, but also as a novel approach to model and
understand random access protocols in wireless networks.

Although the rigorous analysis presented in [3], [4] provides
solid theoretical foundations for the use of such a distributed
CSMA throughput and utility maximization algorithm, a com-
plete evaluation of its performance from a practical perspec-
tive is still missing. Both the algorithm and the proofs of
optimality derive from a simplified model, which assumes
ideal conditions such as perfect channels, no hidden and
exposed terminals, fixed link capacity and no propagation
delays. Therefore, to provide more concrete evidence of the
benefits in the use of the algorithm and allow for comparison
against other known protocols, it is of high importance to
evaluate its performance in a more realistic setup.

In this project, we perform an empirical study of the
performance of the algorithm for throughput and utility max-
imization presented in [3]. To do so, we implemented the
algorithm in a complete network simulator, which allows
using several traffic patterns, signal propagation models and
protocols at different layers of the protocol stack. Then we
proceeded in a methodical way, separating our study into two
phases. First, we consider topologies of reduced size specially
constructed to evaluate the performance of the algorithm in
specific cases of interest, and potentially problematic ones,
based on current knowledge about the operation of CSMA
random access protocols. Second, we consider the extreme
case of large networks with variable traffic patterns, evaluating
the general performance of the system as a whole.

We find that situations of information asymmetry are as
harmful to the algorithm as they are to IEEE 802.11. On the
other hand, in topologies with a flow-in-the-middle, the use of
the backpressure-based CSMA algorithm can help achieving a
fairer flow throughput distribution, increasing the throughput
of the disadvantaged traffic flow.

In a larger topology, the observed trend is for the algorithm
to increase the network utility by attaining a fairer distribution
of throughput shares among flows, at the cost of achieving a
lower aggregate network throughput than that of IEEE 802.11
in the same conditions.

The rest of this document is organized as follows. Section
II describes the algorithm that we evaluated, highlighting the
most important aspects in relation to our project. Section III
presents the results of our performance evaluation for simple
topologies, aimed to understand the behaviour of the algorithm
in specific cases of interest. Section IV presents the more
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general performance evaluation for the case of large networks
with traffic dynamics. Finally, Section V concludes.

II. ABOUT THE EVALUATED ALGORITHM

A. DCSMA random access protocol

As previously stated in the introduction, we devote our
project to evaluate the throughput and utility maximization
algorithm presented in [3]. In particular, we refer to the second
algorithm presented in the paper, which leverages backpressure
computation to regulate the transmission aggressiveness of
network nodes and coordinate their access to the channel.
For simplicity, in this document we refer to the algorithm
as DCSMA, or Distributed CSMA, as the authors have not
assigned a name to the algorithm yet.

In this section, we will describe the general operation of
the algorithm and explain its most important aspects for the
scope of our project. Note that by no means this is intended
to be a detailed explanation of the algorithm operation or the
analysis demonstrating its correctness and optimality. For a
more detailed discussion, please refer to the original work
presented in [3].

DCSMA operates in a distributed fashion, and requires only
local information (the length of the queues at the node and at
the next hop in a network route). Using the same notation as
in [3], we denote qkm the length of the queue serving flow m
at link k. Let also rk denote the transmission aggressiveness
of the node transmitting on link k, that is related to the attempt
rate used by the node in the CSMA operation (in [3], links
are represented by ordered pairs of nodes (x, y), where x is
the source node and x is the receiver). Then, the backpressure
of flow m traversing link k is computed as

(qkm − qdown(k,m),m)

where down(k,m) is the next link in the network path
followed by flow m after link k. Note that a different back-
pressure value can be computed at each link traversed by a
traffic flow.

For each traffic flow we can distinguish two types of links.
The source link is the first link in the network path followed
by the flow. The rest of the links in the path are relay links
used to forward the flow data up to the destination.

The algorithm uses a utility function vm that is assumed to
be increasing and strictly concave. In order to maximize the
total network utility, it maximizes the sum of the utilities of
all flows in the network, written as∑M

m=1 vm(fm)

where fm is the rate of the flow m at the source, and M is
the number of traffic flows. Table I presents the definition of
the DCSMA algorithm. The algorithm is iterative and assumes
all nodes in the network to execute the same set of operations
without needs of synchronization among them.

An intuitive interpretation of the DCSMA operation princi-
ple is the following. When the service rate (throughput) of a
node is high with respect to the service rate of the previous
hop in the network path, the length of its queue will tend
to decrease. Under these circumstances, it is reasonable for

TABLE I
DCSMA PROTOCOL FOR THROUGHPUT AND UTILITY MAXIMIZATION

Initialization:

• Assume all queues are empty, and set qkm = 0∀k,m.

Iteration:

• Each link k computes the maximal backpressure among all flows
traversing it, zk = maxm(qkm−qdown(k,m),m). Then, it sets
zk as its transmission aggressiveness (rk = zk).

• On its next transmission opportunity, link k transmits the head-
of-line packet from a flow with the maximal backpressure zk .

• Rate Control: The source link k of each flow m regulates
its source rate setting it to fm = argmaxf ′

m
(βvm(f ′m) −

qkmf
′
m)

the previous hop to increase its transmission aggressiveness,
if possible. Viceversa, when the service rate of a node is
low with respect to the service rate of the previous hop, the
length of its queue will tend to increase. In this case, the link
can be considered a bottleneck, and the aggressiveness of the
previous links should be decreased to avoid congesting the
network path. Different backpressure values capture each of
these situations, and allow a node to decide how to regulate
its transmission aggressiveness.

The last line in the algorithm definition (Rate Control) reg-
ulates the flow rate at the source. This is done by maximizing
(βvm(f ′m)−qkmf ′m), which is a gradient descent to maximize
the objective function as proven in [3].

B. Algorithm implementation in NS-2

To evaluate the performance of DCSMA, we have written
a complete implementation of the algorithm in the NS-2
network simulator 1. This allows us to execute the algorithm in
realistic environments, using complete protocol stacks, signal
propagation models, different traffic patterns and virtually any
network topology that may be of interest. Another advantage
of using NS-2 is that it comes with an implementation of the
IEEE 802.11 protocol ready to use. Then, we can repeat the
simulations for both IEEE 802.11 and DCSMA, and analyse
the results using IEEE 802.11 as a baseline for comparison.

The implementation of DCSMA in NS-2 produced a sub-
stantial amount of new code to be added to the simulator.
The most important part of the implementation comprises
a DCSMA MAC layer, with backpressure computation and
mechanisms to regulate the transmission aggressiveness based
on a variable size contention window. In such module, a com-
plete queueing system had to be implemented from scratch,
in order to maintain a different queue for each traffic flow
traversing the node, and compute the backpressure according
to their lengths.

The transmission aggressiveness of a node is regulated using
a linear function that assigns larger contention windows to

1We are using version 2.34 of the NS-2 network simulator, that is currently
the most recent version available.
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nodes with lower maximal backpressure, and smaller con-
tention windows to nodes with higher maximal backpressure.

Finally, the flow source rate is regulated at the MAC layer
using a leaky-bucket-like mechanism that drops excessive
packets coming from upper layers in the protocol stack. This
approach allows a direct control of the flow rates without
creating dependencies to other modules at different layers of
the protocol stack. All the results presented in the following
sections were obtained using our implementation of the DC-
SMA algorithm in the NS-2 network simulator.

III. EVALUATION IN SIMPLE TOPOLOGIES

This section evaluates the performance of DCSMA in sim-
ple topologies, specially constructed to analyse the operation
of the algorithm under specific conditions. By creating either
favorable or problematic conditions, the performance of the
protocol is evaluated for each case and the most important
factors affecting it are determined. Also, the results are com-
pared to those obtained with IEEE 802.11 for a quantitative
analysis of the severity with which different factors affect each
protocol.

For each of the studied topologies, a description of the sim-
ulation setup is given, followed by the initial hypothesis mo-
tivating the execution of the experiment. Finally, the obtained
results are presented together with a proper interpretation.

Unless stated otherwise, all flows are fully backlogged,
link capacities are set to 2 Mbps, and the carrier sense and
reception thresholds are set in order to allow a maximum
transmission (and interference) range of 250 m. The utility
function used for DCSMA is a logarithmic function. The
duration of each simulation is 60 seconds and all presented
results are averages over 20 simulation runs.

The main performance metrics used in this section are
the total network throughput and the sum of the throughput
logs. To compute the network throughput, we determine the
average throughput for each flow over the entire flow life and
sum the resulting values for all traffic flows in the topology.
Similarly, we compute the sum of the logs determining the
average throughput for each flow, applying the logarithmic
function to each of the flow throughputs and summing all the
obtained values. Note that it is reasonable to use the sum
of the throughput logs as a performance metrics since the
utility function plugged in DCSMA for these simulations is
the logarithmic function, and the sum of the logs admits an
interpretation as a measure of proportional fairness.

Since DCSMA is a joint scheduling and congestion control
protocol, we are also interested in comparing its performance
to IEEE 802.11 using TCP, which provides congestion control
at the transport layer. We repeat the simulations for three
different node configurations; DCSMA, IEEE 802.11 using
UDP as the transport layer protocol and IEEE 802.11 using
TCP as the transport layer protocol.

A. Fully connected

1) Topology description: The purpose of this simulation
setup is to evaluate the performance of DCSMA in ideal
environments in which every node is in transmission range

Fig. 1. Fully connected network topology

Fig. 2. Total network throughput attained with different node configurations
in our simulations on the fully connected network topology

of each other. We use the topology in Figure 1, with two
transmitters and two receivers. In the figure, dotted lines
connect the nodes that can carrier sense each other, whereas
arrows indicate the direction of traffic flows.

2) Initial hypothesis: Our initial hypothesis is that both
IEEE 802.11 and DCSMA will yield good results in this
case, since the ability of nodes to carrier sense each other is
particularly beneficial to the operation of CSMA. In principle,
we expect DCSMA to outperform IEEE 802.11 either in terms
of throughput or network utility since the theoretical results
in [3] show that the algorithm maximizes these values.

3) Obtained results: The total network throughput and
utility attained by each protocol in our simulations are shown
in Figures 2 and 3, respectively. As predicted by our initial
hypothesis, all simulated protocols yield a good performance
in this scenario.

However, we observe no significant improvements by DC-
SMA over IEEE 802.11. In fact, the total network throughput
attained by IEEE 802.11 using the UDP transport protocol
is slightly higher than that attained by DCSMA. This result
suggests that in small topologies where nodes can carrier sense
each other, it is difficult to outperform a greedy protocol like
IEEE 802.11, since the only mechanism of carrier sense is
enough to safely to coordinate the access to the channel,
obtaining good results.

Now, considering that DCSMA is a joint scheduling and
congestion control algorithm, and comparing its performance
to IEEE 802.11 used with TCP, we do observe an increase of
performance. This is an interesting result, showing that it is
possible to perform congestion control at the MAC layer with
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Fig. 3. Network utility attained with different node configurations in our
simulations on the fully connected network topology

Fig. 4. Network topology with information asymmetry

less costs in terms of throughput reduction than those incurred
by a solution at the transport layer, such as TCP.

B. Information Asymmetry

1) Topology description: We now evaluate the performance
of DCSMA in a topology that is known to be problematic
for CSMA based algorithms. More specifically, we refer to
the information asymmetry topology, depicted in Figure 4. As
it can be observed, node 2 is in transmission range of both
transmitters, but these transmitters cannot sense each other.
Therefore, the probabilities of collision at node 2 are high. In
contrast, the success rate for the second flow (from node 3 to
node 4) is high, since node 4 is only in transmission range
of node 3, and therefore no packets can collide at this node.
This topology is well-known in literature, and previous work
has already used it to study the performance of other CSMA
protocols such as IEEE 802.11 [9].

2) Initial hypothesis: IEEE 802.11 is known to suffer
from unfair throughput distributions in information asymmetry
topologies. Since the probability of collision at node 2 is high,
flow 1 (from node 1 to node 2) is likely to attain a much lower
throughput than flow 2 (from node 3 to node 4). In addition,
the source of flow 1 increases its contention window size as
packets collide at node 2 and no packet acknowledgements
are received. This, in turn, leads to an unfairer situation and
eventually to starvation by flow 1. Our initial hypothesis is
that, since DCSMA does not implement a binary exponential
backoff mechanism, the impact of information asymmetries
will be less severe for DCSMA than for IEEE 802.11, since

Fig. 5. Total network throughput attained with different node configurations
in our simulations on the topology with information asymmetry

Fig. 6. Network utility attained with different node configurations in our
simulations on the topology with information asymmetry

DCSMA nodes do not increase its contention window size in
response to packet losses. Although we still expect information
asymmetry to negatively impact the performance of DCSMA,
we expect this protocol to achieve a fairer throughput distri-
bution than IEEE 802.11.

3) Obtained results: Surprisingly, the obtained results differ
from those suggested by our initial hypothesis. Not only the
use of DCSMA does not help attaining a fairer throughput
distribution, but it also reduces the total network throughput
with respect to IEEE 802.11. Similar results are obtained with
IEEE 802.11 and TCP, although in this case we observe an
increase of network utility caused by a very slight increase
of throughput for flow 1 (the one from node 1 to node 2).
However, in all cases the throughput experienced by flow 1
is below 0.1% of the total network throughput, as shown in
Figure 7.

The reason why DCSMA does not achieve a fairer through-
put distribution even if the contention window at node 1
does not grow in response to packet losses, is because a
higher transmission aggressiveness does not guarantee a higher
success rate. In other words, using DCSMA, the transmission
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Fig. 7. Throughput attained by single flows with different node configurations
in our simulations on the topology with information asymmetry

Fig. 8. Network topology with a flow in the middle

aggressiveness of node 1 is high, but its success rate stays low.
In fact, in all of our simulations, for both DCSMA and IEEE
802.11, the percentage of packets sent by node 1 colliding at
node 2 was close to 100%. We conclude that the problems
of information asymmetry impact the performance of CSMA
protocols independently from the use of BEB mechanisms.
In this sense, DCSMA is as vulnerable as IEEE 802.11 to
be affected by information asymmetries, as observed in the
obtained results.

The reason why flow 1 attains a very slightly higher
throughput when IEEE 802.11 is used with TCP seems to
be that with TCP, the rate of flow 2 fluctuates according to
the congestion control mechanisms of TCP, creating a few
opportunities for successful transmissions at flow 1 when
flow 2’s rate drops (e.g. at the start of the TCP slow start
phase, immediately after a congestion detection). However, the
increase of throughput experienced by flow 1 in this case is
not really significant.

C. Flow in the middle

1) Topology description: Other topologies known to create
problems when using CSMA based protocols are those with
flows in the middle, as the one depicted in Figure 8. Also
this topology is well known in literature and previous work
has studied its impact on the performance of CSMA random
access protocols [9].

2) Initial hypothesis: When using IEEE 802.11 in topolo-
gies with flow in the middle, traffic flows experience an unfair

Fig. 9. Total network throughput attained with different node configurations
in our simulations on the topology with a flow in the middle

Fig. 10. Network utility attained with different node configurations in our
simulations on the topology with a flow in the middle

throughput distribution in which the central flow receives the
minimum throughput share.

This is because the central source (node 2) can sense both
transmitters at the extremes (node 1 and 3), and competes with
them in the contention for the channel. The source nodes at
the extremes, instead, only compete with node 2 in the channel
contention. This asymmetric situation turns into a disadvantage
for node 2, whose throughput is reduced. In addition, packet
collisions are more likely to occur at node 5 than at node 4
(or node 6), since it is in transmission range of all source
nodes. Therefore, node 2’s contention window tends to grow
faster than that of nodes 1 and 3, and this further decreases
the throughput attained by the flow in the middle.

We hypothesize that using DCSMA in this topology will
help achieving a fairer throughput distribution, since the lack
of BEB mechanisms will prevent the flow in the middle from
increasing its contention window faster than the other two
transmitting nodes.

3) Obtained results: Figures 9 and 10 show the results
obtained for this topology in terms of total network throughput
and sum of the throughput logs. As it can be observed from
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Fig. 11. Throughput attained by single flows with different node configura-
tions in our simulations on the topology with a flow in the middle

the figures, the network utility is increased at the cost of a
reduction in the total network throughput. To better illustrate
how a fairer situation is attained by DCSMA, Figure 11 shows
the throughput attained by each network flow for DCSMA and
IEEE 802.11.

On the other hand, the total throughput attained by IEEE
802.11 is higher, since increasing the transmissions at the
flow in the middle reduces the opportunities for parallel
transmissions at the other two flows.

IV. EVALUATION IN LARGE TOPOLOGIES

After evaluating the performance of DCSMA in simple
topologies capturing specific cases of interest, we are more
interested in analysing the operation of the algorithm in
more systems, comprising large networks and dynamic traffic
patterns which represent a more extreme case for the execution
of the algorithm.

We choose to evaluate DCSMA in a 50-node network
topology previously used by other works [9] to evaluate
fairness and starvation issues in IEEE 802.11 networks. In
this 50-node network, the topological relations between nodes
resemble a mixture of the cases of interest analysed in Section
III. An analysis of these cases for IEEE 802.11 in the 50 nodes
topology has been presented in [9], which can be used for
comparison or as a complement to understand some of the
results presented in this section.

A. Simulation setup

The nodes in the 50 node topology are randomly distributed
in a 1000m x 1000m square area. For all our simulations,
we use the same node positions as in [9]. However, since
we are interested in evaluating the performance of DCSMA
with dynamic traffic, our simulation setup differs from [9]
in a number of ways. First, we consider Pareto ON-OFF
traffic flows, which alternate bursts of data transmissions with
idle times, introducing traffic dynamics. Second, in order
to simulate a more realistic scenario, we choose the flow

endpoints randomly among all nodes in the network topology,
allowing endpoints more than 1 hop away from each other,
instead of only 1-hop flows. From one simulation to the other,
we vary the flow rate (for the flows in ON state) from 100
kbps up to the rate of network saturation, using 2 Mbps as the
link capacity.

All results presented in this section are averages over 20
simulation runs. Simulations are repeated with three different
node configurations, IEEE 802.11 with UDP, IEEE 802.11
with TCP and DCSMA, to provide for comparison. The
performance of the three protocols is evaluated in terms of total
network throughput and sum of the throughput logs, calculated
in the same way as for the evaluation of simple topologies,
described in Section III.

In principle, by executing these simulations we would ex-
pect to observe either an increase of network utility or network
throughput, by DCSMA over IEEE 802.11, as suggested by
the theoretical results and proofs of optimality presented in [3].
However, as observed in the results obtained in the previous
section, no significant improvement over IEEE 802.11 are
obtained by the use of DCSMA over simple topologies, apart
from specific cases in which a small increase in network utility
is observed. The results for the 50 nodes topology can be
similar, according to how severe is the impact of each present
factor (information asymmetries, hidden terminals, flows in
the middle) on the overall network performance.

B. Obtained results

Figure IV-B shows the total network throughput attained
with each of the evaluated protocols. To evaluate the variations
of the throughput for different input rates in the Pareto ON-
OFF traffic flows, Figure 12 shows the throughput attained
at different rates. We observe that, when flow rates are much
below the point of network saturation, the throughput attained
with DCSMA is comparable to that attained by IEEE 802.11.
However, as the input rate is increased, IEEE 802.11 starts
outperforming DCSMA, with a total aggregate throughput
about 45% higher.

Figure 13, instead, shows the network utility attained by
each protocol in the 50 node topology. Also in this case,
the results obtained for different input rates are included to
evaluate the performance of the protocols at different levels
of link saturation. We observe a different situation when
evaluating the performance of the network in terms of network
utility. In fact, as the network becomes saturated, DCSMA
outperforms IEEE 802.11, attaining about 15% more network
utility.

An unexpected result was obtained for IEEE 802.11 with
TCP, whose network throughput is comparable to that of
IEEE 802.11 with UDP. We were expecting that, instead,
the congestion control mechanisms of TCP would reduce the
throughput attained by network nodes. By direct observation
of our simulation traces, we observe that, when IEEE 802.11
with UDP is used, data transmissions are separated in bursts
interleaved with idle times. In the case of TCP, this separation
of data transmissions into bursts is smoother. Apparently,
the end-to-end retransmission mechanisms of TCP continue
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Fig. 12. Total network throughput attained with different node configurations
in our simulations on the topology with a flow in the middle

Fig. 13. Network utility attained with different node configurations in our
simulations on the topology with a flow in the middle

sending data even after the Pareto application enters the OFF
state. In this period, it can transmit any unacknowledged
packets still in the TCP send buffer. In contrast, the UDP
does not buffer packets, and therefore does not make use of
available airtime when the Pareto ON-OFF application enters
the OFF state. This explains why, even with a congestion
control mechanism regulating the flow rates, TCP still achieves
a network throughput comparable to that of UDP over IEEE
802.11.

To better analyse the situation attained by single flows in
the 50-node topology, we consider the throughput share distri-

TABLE II
FLOW CATEGORIES USED TO EVALUATE FLOW THROUGHPUT

DISTRIBUTION IN THE 50-NODE TOPOLOGY

Very Rich Rich Medium Poor Very Poor
More than 250 kbps 125 kbps 65 kbps Less than
500 kbps to 500 kbps to 250 kbps to 125 kbps 65 kbps

Fig. 14. Throughput attained by single flows with different node configura-
tions in our simulations on the topology with a flow in the middle

bution among the network flows. To do so, we classify flows
according to their measured throughput across our simulations
with high flow rates (6000 kbps in ON state) into 5 categories,
summarized in Table II. Then, we count the number of flows
for each category and compute their distribution, for each of
the evaluated protocols. The results are shown in Figure 14.
For all cases, we observe a relatively large number of starving
flows, with a small number of nodes receiving much of the
throughput share. However, in the case of DCSMA we observe
a tendency to reduce the number of very rich nodes and very
poor nodes, with a slight increase in the number of nodes in
the middle classes. This is in fact a desirable property, that
justifies the increase of network utility that DCSMA presents
with respect to IEEE 802.11.

The final remark in this section is that DCSMA tends to
attain a fairer distribution of throughput shares among flows
than IEEE 802.11, although this is achieved at a significant
reduction in the total throughput supported by the network.

V. CONCLUSION AND FUTURE WORK

The shared nature of radio channels presents important
problems of coordination among nodes in wireless networks.
In the case of random access CSMA protocols the topological
relations among nodes can lead to undesirable situations with
uneven distributions of throughput shares among traffic flows.

In this project, we evaluated a distributed CSMA protocol
based on backpressure computations, theoretically proven to
be optimal in the sense that it maximizes throughput and
network utility. We also compared its performance in different
simulation scenarios with IEEE 802.11, with and without
congestion control at the transport layer.

We found that in practice the algorithm is vulnerable to ad-
verse topological features such as information asymmetries, in
which the distribution of throughput among flows experiences
an unfairness comparable to that obtained with IEEE 802.11
in the same conditions.

On the other hand, in the cases of topologies with flows
in-the-middle, we observed that the novel algorithm can help
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increasing the throughput of disadvantaged flows, at the in-
evitable cost of reducing the total network throughput with
respect to IEEE 802.11.

Finally, we evaluated the performance of the algorithm in
large topologies with dynamic traffic patterns. In particular, we
consider a network with 50 nodes at random locations, which
combines a number of interesting topological relations (infor-
mation asymmetries, flow in-the-middle, hidden and exposed
terminals) in a more complex system. We observe a general
tendency of the algorithm to achieve slightly fairer throughput
distributions than IEEE 802.11 at the cost of supporting a
lower load in terms of total network throughput.

There are several directions in which we plan to expand our
research. First, given that both the novel algorithm and IEEE
802.11 are affected by the presence of hidden terminals in the
same way, we are interested in evaluating the performance of
the distributed backpressure-based algorithm with a handshake
mechanism such as RTS/CTS to reduce the impact of hidden
terminals on the algorithm performance.

Second, note that in the performance evaluation presented
here, we do not take into consideration channels with variable
link quality. This is an aspect that has not been considered
either by the original model in which the algorithm was
derived [3]. As a future work, we plan to implement a variable
channel model in NS-2 to empirically analyse this aspect by
means of simulations.

Finally, we are planning for a more rigorous joint evaluation
and comparison of the novel algorithm and IEEE 802.11
together with TCP. More precisely, we plan to refine the
performance evaluation presented in this document taking
into consideration the retransmissions performed by TCP, and
the fact that the new algorithm does not provide end-to-end
retransmissions. If meritable, we plan to implement a module
for end-to-end retransmission at the MAC layer, enabling a
fair comparison among the two protocols.

REFERENCES

[1] X. Wu, and R. Srikant, ”Bounds on the Capacity Region of Multi-
Hop Wireless Networks under Distributed Greedy Scheduling,” IEEE
INFOCOM, 2006

[2] J. Shi, O. Gurewitz, V. Mancuso, J. Camp, and E. Knightly, ”Measurement
and Modeling of the Origins of Starvation in Congestion Controlled Mesh
Networks,” in Proceedings of IEEE INFOCOM 2008, Phoenix, AZ, April
2008.

[3] L. Jiang, and J. Walrand, ”A Distributed CSMA Algorithm for Through-
put and Utility Maximization in Wireless Networks,” the Forty-Sixth
Annual Allerton Conference on Communication, Control and Computing,
Sep. 23-26, 2008

[4] L. Jiang and J. Walrand, ”Convergence and Stability of a Distributed
CSMA Algorithm for Maximal Network Throughput,” EECS Department,
University of California, Berkeley Technical report, 2009-43, March 2009.

[5] A. Warrier, S. Ha, P. Wason, and I. Rhee, ”DiffQ:Differential Backlog
Congestion Control for Wireless Multi-Hop Networks,” Dept. Computer
Science, North Carolina State University, Technical report, 2008.

[6] J. Liu, Y. Yi, A. Proutiere, M. Chiang, and H. V. Poor, ”Maximizing
utility via random access without message passing,” Microsoft Research
Technical Report, 2008-128, 2008.

[7] L. Tassiulas, A. Ephremides, ”Jointly optimal routing and scheduling in
packet radio networks,” IEEE Transactions on Information Theory, Vol.
38, No. 1, pp. 165-168, January 1992.

[8] L. Tassiulas and S. Sarkar, ”Maxmin fair scheduling in wireless net-
works.,” Infocom, pp. 320-328, 2002.

[9] M. Garetto, T. Salonidis, and E. Knightly, ”Modeling Per-flow Through-
put And Capturing Starvation in CSMA Multi-hop Wireless Networks,”
in Proceedings of IEEE INFOCOM 2006, Barcelona, Spain, April 2006


